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Who we are

Dr Lei Clifton: Official Fellow in AI & ML, Reuben College
Lei has 20+ years of experience at the intersection of medical statistics and AI. As Programme Director of 
the MSc in Applied Digital Health, she specialises in foundation models and large language models for 
healthcare, bringing expertise from engineering, machine learning, and medical statistics.

Dr Brad Segal: MBBCh, MSc in Engineering, DPhil candidate
Bradley is a Rhodes Scholar, clinician, and DPhil candidate from the Computational Health Informatics (CHI) 
Lab in the Engineering Department. He specialises in AI applications in healthcare, from deep learning in 
medical imaging to large -scale patient analytics platforms. His clinical experience and healthcare 
technology ventures provide practical insights into implementing AI tools in real -world medical settings. 

Gavin Hubbard: Generic nerd. 

Gavin brings a unique perspective combining medical biochemistry background, 8+ years in drug 
development, and extensive science writing experience. He supports researchers in communicating their 
work to diverse audiences and has been exploring AI tools for research communication for several years, 
training NIHR communications professionals in LLM use since early 2023.



Some quick caveats



5 principles to guide every AI decision

1. You own the output Ƨ You're accountable for accuracy and 
integrity. Would you put your name to this?

2. Be transparent Ƨ Disclose substantive AI use in research 
outputs.

3. Protect data ruthlessly Ƨ Match your tool to your data 
classification (i.e. only use university approved tools for 
confidential information. Only use other tools with public 
information)

4. Maintain academic integrity Ƨ AI cannot be an author or make 
original contributions

5. Enable innovation responsibly Ƨ Consider societal impact, 
equity, and sustainability



Critical restriction: Personal data and AI

Current status: 
No AI processing of personal data with any commercial AI, even 
university approved ones (ChatGPT Edu, Copilot, Gemini etc).

And absolutely not with non-university approved /public tools!

Personal data = any identifiable information:
ÅNames, emails, meeting attendees
ÅStudent work, interview transcripts
Å "The new research fellow in hypertension"



Prompt smarter, not harder: 
getting reliable AI help each day



Understanding what LLMs actually are
LLMs exist in a kind of penumbra Ƨ a not quite light/ not quite shadow 
zone between traditional tools and human communication.
Traditional tools have clear boundaries:
ÅStethoscope Ÿ extends your hearing
ÅMicroscope Ÿ extends your sight
ÅStats software Ÿ extends calculation

LLMs are different:
ÅThey operate in the realm of language and meaning-making  Ƨ territory 

that's always been uniquely human
ÅThey possess "semantic competence without experiential grounding"
ÅThey can discuss patient anxiety, draft care plans, synthesise research Ƨ 

without ever experiencing worry, providing comfort, or being ill



Hallucinations: the confident liar
Ƴ!Qmbvtjcmf-!bvuipsjubujwf-sounding statements that are simply wrong
Ƴ!Nbuifnbujdbmmz!cblfe-in, not a bug that can patched away

When they bite researchers
Ƴ!Ojdif!0!mpx-data topics (most of our work!)
Ƴ!Sfrvftut!gps!fybdu!gbdut-!ebuft-!djubujpot
Ƴ!Mpoh!dibut!xifsf!fbsmz!dpoufyu!esjgut!pvu!pg!wjfx

Stay safe
1. Usfbu!fwfsz!ƮgbduƯ!bt!vowfsjgjfe
2. Ask for brainstorms, structure, re-writesƨopu!ebub!zpv!dboƫu!Hpphmf
3. Cross-check anything that matters
Good news
Even with fibs, LLMs are still world-class at ideation, outlining, polishing prose, and 
teaching you the shape of a field. Verify the edges; exploit the speed.



Why most AI interactions disappoint

#DibuHQU-!ifmq!nf!xjui!nz!mjufsbuvsf!sfwjfxƵ#

Result: Generic, unhelpful response

Problem : LLMs need structured input for quality output



Better outputs: simple day -to-day 
prompting

For quick daily tasks use this 3 -part minimum

[Role] Ÿ [Context] Ÿ [Task]

Good:
"Act as an experienced academic editor. I'm revising a 
paper about diabetes for publication in The BMJ. Please 
feedback on and improve this paragraph's clarity and 
sfbebcjmjuz/Ư

Bad:
ƮNblf!xpset!npsf!hppe!qmtƯ



Why this type of prompting works with LLMs

ÅInside the model are hundreds of ñattention headsò. 

ÅEach one is a mini-spotlight that asks: ñGiven the word Iôm 

looking at, which other words in your prompt are suddenly 

important?ò

ÅWhen you write ñAct as a systematic revieweréò the heads that 

learned stats, PRISMA, or effect sizes light up. The ones that 

know Pokémon fan-fic stay dark.

ÅBetter prompt = brighter, better-chosen spotlights Ÿ output that 

lands on the frequency you actually wanted.

ÅIt's like tuning a radio to the right frequency

Pay attention!



Context windows matter
ÅContext window = LLM working memory (more than human 7°2 

itemsé)

ÅChatGPT / CoPilot: ~32,000-128,000 words

ÅClaude: ~150,000-200,000 words

ÅGemini: up to 6-800,000

ÅTypical research paper: ~ 6,000-8,000 words

ÅLLMs generally give their best performance in the first 25-50% of their 

context limits

ÅBeyond this limit: performance tends to degrade

ÅSo: donôt try to dump an entire literature search into one chat it and 

expect it work

Hpmegjti-!cvu!cjhhfsƵ



An example framework for a longer more 
specific prompt

ÅRole : Who should respond (systematic reviewer, clinician, 

data analyst) 

ÅContext : Your situation and background 

ÅStyle : Writing approach (academic, clinical, business) 

ÅTone : Attitude (professional, accessible, technical) 

ÅAudience : Who will read this (peers, patients, 

policymakers) 

ÅResponse : Specific format needed (table, report, bullet 

points)



Gspn!kbshpo!up!ivnbo!jo!71tƵ!

Å Role: Act as an expert science communicator who specialises in translating research for patient 
and public involvement participants 

Å Context: We've just published a study on anti-drug antibody responses to a therapeutic antibody 
(attached) and need to share findings with the PPI contributors who helped design the research

Å Objective: Create a plain language summary that explains what we found and why it matters to 
patients and the public 

Å Style: Clear and accessible but not patronising Ƨ respect the intelligence of non-specialist readers 
Å Tone: Warm, appreciative, and engaging - these people contributed to this work 
Å Audience: PPI contributors and patients with lived experience but no medical/research background 
Å Response: Keep to 500 words maximum. Use "we" language to emphasise collaboration. Structure 

as: 
(1) Reminder of what we studied and why, 
(2) Key findings in everyday language, 
(3) What this means for patients like them, 
(4) Next steps

Simple prompt response This prompt



Turn the LLM into your personal tutor with 
spaced repetition baked in

Å Role: Act as an expert learning scientist and methodologist who specialises in helping 
researchers master new concepts quickly and durably 

Å Context: I need to understand machine learning approaches for clinical prediction models 
because I'm collaborating on a project using these methods, but my background is in 
qualitative research 

Å Objective: Give me an 80/20 starter pack Ƨ the 20 % of ML concepts that deliver 80 % of what 
a non-quantitative collaborator needs to know 

Å Style: Educational and supportive, like an experienced mentor 
Å Tone: Patient but intellectually rigorous Ƨ don't oversimplify but make it accessible 
Å Audience: An intelligent researcher with limited quantitative background who needs practical 

understanding 
Å Response: 
2*!ƮCsjehfƯ!Ƨ 2-sentence analogy linking qualitative coding to ML pattern -finding. 
3*!ƮQbsfup!QbdlƯ!uif!31&!J!offe!up!lopx!up!hfu!91&!pg!uif!voefstuboejoh/!Vtf!pof!sfbm!
primary-care example throughout (e.g., predicting missed diabetes appointments). 
4*!ƮNjoj-Rvj{Ư!Ƨ three quick questions (no maths) that make me state each essential in my 
own words. 
5*!ƮOfyu-Tufq!MbeefsƯ!Ƨ list three optional deeper dives (videos, papers, toy dataset) with time 
tags (5 min, 15 min, 45 min) so I can level-up only if needed.

This prompt



And nowɎsomething more practical: 

Literature review  search



AI -Assisted Search
ÅDeep Research 

o Gemini 
o ChatGPT 
o Claude 
o Perplexity
ÅElicit
ÅConsensus





Literature Search 
Example

Prompt
Research Question, Related Queries, 

Evidence Framework, Source 
Selection

Mode Selection
Deep Research vs 

Search











Peer Review & Paper Discussions





Model Selection
Default / Thinking / Pro

Multimedia Content
PDFs, DOCX, Audio

Prompt
Sets persona and provides direct 

instructions





Paper Discussion



Prompt
Persona, Asks for Clarification on 
the Model's understanding of the 
current task and prepares for the 

utility step





Future Opportunities







Support Agents







What is a Custom GPT 







ÅProviding a curated 
knowledge base ensures that 
suggestions are drawn from 
actual fields within UKB rather 
than hallucinated guesses

ÅImportant to check the details 
of proposed fields as there 
may be context missing from 
the supporting docs the model 
has access to






